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Abstract. HPC software is mandatory in many science and engineering fields. However,
the development of such systems is not only expensive but difficult to maintain and extend.
In this work we propose using two software frameworks that provide HPC developers
with tools oriented towards efficiency and resiliency, respectively. The efficiency-oriented
framework automatically provides the developer with parallel strategies, such as domain
decomposition or asynchronous disk I/O so that the developer can concentrate on writing
the code specific to the problem at hand. At the same time, the framework structure
simplifies the portability of the code to different HPC architectures. On the other hand,
the resiliency-oriented framework provides the developer with the means to launch parallel
applications in a distributed environment with full support to fault tolerance. As an
example, we show a whole geophysical imaging system called BSIT, which is built upon the
usage of such frameworks and some additional supporting modules. In particular, BSIT’s
wave propagation libraries have been developed using the efficiency-oriented framework
and its master-worker parallelism and distributed workflows have been built using the
resiliency-oriented framework.

1 Introduction

Sequential software development is a costly enough task [13, 7], but developing par-
allel software for a modern High Performance Computing (HPC) platform is even more
expensive [8]. One way to minimize the development effort is to use software frameworks
[11], that reduces the cost by providing some general functionalities while the specifics of
the problem are left to the developer.

In this work we propose a set of two frameworks that are specific enough to accurately
handle many different physical problems, with a variety of physical models and numerical
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approximations, that can be easily optimized for a series of target platforms with minimal
effort, while provides some resiliency to software and hardware failures.

Moreover, we present the Barcelona Subsurface Imaging Tools (BSIT 1) system as an
example usage of such frameworks for building geophysical imaging systems 2. Our par-
ticular take for building BSIT exemplifies our effort in the particular case of solving the
Forward Modelling (FM [10]), Reverse Time Migration (RTM [4]) and Full Waveform
Inversion (FWI [15]) for the acoustic, elastic, viscoelastic and electromagnetic physical
models based upon different finite-difference schemes, both in time and frequency do-
main. Some of these tools have recently come to play a major role in businesses such
as hydrocarbon exploration, as they offer the possibility of making the most out of the
highly expensive exploration surveys carried out in order to determine where a potential
reservoir can be found.

2 BSIT: Barcelona Subsurface Imaging Tools

In order to develop and maintain a single code that solves multiple geophysical imag-
ing problems such as FM, RTM and FWI with their particular numerical, physical and
computational needs, we propose using two frameworks specially tailored for fitting into
many different large-scale HPC platforms. The Environment for Assessing Performance
(EAP) framework works at a single wave-propagation-simulation level, or shot level, pro-
viding the common pieces related to a parallel application (e.g. domain decomposition or
asynchronous input/output) by means of different propagator libraries, which focus on the
efficiency of the processing. The Environment for Assessing Confidence (EAC), on the
other hand, works at the work flow level, by distributing tasks to different computational
resources and gathering the results. This framework focuses on resiliency to node and job
failures by means of fault tolerance protocols and checkpointing.

The EAC framework operates by distributing binaries among the available nodes. How-
ever, the EAP framework produces a propagation library, hence kernels must be developed
to connect both frameworks (see Figure 1). A kernel is a binary produced by configuring
the EAP framework with the proper functions to solve, for a single shot, a particular set of
physics (e.g. elastic), geophysical tool (e.g. migration), numerical technique (e.g. explicit
finite-differences) and a specific hardware architecture (e.g. conventional processors or
accelerators such as GPUs [14] or Intel’s Xeon Phi [5]).

BSIT is our particular implementation of a geophysical imaging code using the EAP
and EAC frameworks together with a set of support modules that provide them with
some basic functionality, such as parameters grabbing, logging system, error handling,
geophysical data management (e.g. SEG-Y files [3]) and optimization tools, among others.

1http://www.bsc.es/bsit
2developed for Repsol under Kaleidoscope project and the Repsol-BSC Research Center
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Figure 1: BSIT frameworks interaction

3 Computational Model for New Hardware Architectures

One of the main requirements for our frameworks is that they should allow codes to
be easily and efficiently adapted to a variety of HPC hardware architectures. Hence we
support a specific hardware model that accommodates both accelerators (e.g. GPUs,
Xeon Phi) and conventional processors as part of the computational model. The model is
shown in Figure 2 and boasts two types of computational resources: host (i.e. conventional
processors) and device (i.e. accelerators). The resources may communicate through CAS
(Common Address Space) memory in order to move data to/from host and device. Notice
that when no accelerator is present, both the host and device codes will be executed by
the host computing unit, which is a fully supported feature of the EAP framework.

The main idea behind the proposed model is that the host executes the EAP frame-
work, while the device executes the most time consuming part of the code. In this way, the
porting and optimization tasks are well localized which strongly simplifies code develop-
ment and maintenance. As an example, the device may be computing wave propagation
in a given spatial domain while the host is in charge of communicating data among two
different nodes via MPI [12].
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Figure 2: BSIT supported computational model

4 EAP Framework: Environment for Assessing Performance

The EAP framework, whose structure is shown in Figure 3, provides the means for
building computational libraries for wave propagation simulators. The framework provides
with a series of empty slots on the workflow. A given configuration of the EAP is obtained
by filling the slots with the proper functions depending on the problem, architecture,
method and physics at hand (e.g. electromagnetic modeling with finite-differences in the
frequency domain on GPUs). The framework is general enough to accommodate different
configurations by forcing all the functions provided by the developer to have the same
prototype, that is, the same parameters and return type.

Figure 3: EAP architecture

The responsibilities of the developer-defined functions depend on their slot in Figure 3,
in particular:

• Config : Configures the rest of the EAP framework. Used by the Kernel (see Sec-
tion 2).
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• Initialize: Creates the data structures that are specific to the configuration.

• Scatter : Distributes input files (e.g. the velocity model) through the nodes collab-
orating in the processing, if needed.

• Setup: Sets up a particular solver (or solvers) for a specific problem. This will be
explained in the following.

• Adapt : Adapt the output from one setup (solver) to the input of the next one, if
needed.

• Gather : Gathers output data (seismograms, images,...) of multiple nodes.

• Finalize: Releases any allocated resources when the final state is reached.

Figure 4 shows the EAP solver setup alternatives, which can be used individually or
combined in run time (e.g. explicit/implicit schemes [6]).

For example, we can configure the EAP framework to solve explicitly a time-domain
problem without storing the whole matrix of the system but rather updating the degrees
of freedom sequentially. In this case we choose a solver setup of the matrix-free type.

Figure 4: EAP setups architecture.

In Figure 4 we depict the EAP control flow for the computation of a single time step
in this case, together with the slots which must be filled for a specific configuration.
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Notice that computation stages are inserted between control orders to communication
and I/O stages so that the framework can overlap such stages at runtime (see [2] for
an RTM example). In order to overlap memory transfer and computation when using a
domain decomposition strategy, we separate the computation in Phases 1 and 2. Phase 1
computations update values lying at a shared or communication zone between domains,
so that these updated values can be transferred to neighboring domains simultaneously to
updating values belonging to exclusive zones at Phase 2. In addition, Phase 3 is available
in case there is some solver computation stage which needs the communication zone values
updated already.

The EAP framework allows us to use iterative solvers as well, which require of a fully
assembled (sparse) matrix. This is the case, for example, of frequency domain controlled
source electromagnetic (CSEM) modelling which, for large 3D problems, is too costly
for direct solvers [1]. This solver setup (see Figure 3) requires choosing a matrix storage
format (e.g. CSR), solver type (e.g. SQMR), preconditioner (e.g. Jacobi) and data format
(e.g. double complex).

Regarding the architecture of the iterative setup, Figure 4 shows the sequence of func-
tions to be configured in the EAP framework. In this case, the sequence defined in the EAP
is only composed of the Solver itself and Pre- & Post-processing functions, which might
not be needed and depend on the problem being solved. In the above mentioned CSEM
case, for example, we have no pre-processing functions but there is a post-processing that
calculates the total electromagnetic field from the secondary electric field calculated by
the iterative solver [1].

Different to the matrix-free case, once an iterative solver and matrix storage format
are incorporated to the library pool of the EAP, the developer is only asked to fill the
sparse matrix and the right-hand side vector in order to finish an implicit configuration.
Communications are restricted to the matrix-vector product, vector dot-product, vector-
norm calculation and similar functions, which can be generally parallelized in the EAP,
asynchronously when possible.

Notice that a direct solver could be used in the Solver slot as well with similar con-
strains, as a special case requiring a single setup stage. Nevertheless, for very large 3D
problems iterative solvers are often the only reasonable solution.

5 EAC Framework: Environment for Assessing Confidence

We have shown how the EAP framework is employed to build libraries that can be
encapsulated in proper kernels. These kernels are binaries able to process a single simu-
lation or shot, for a certain physics model, numerical method, architecture and imaging
tool. However, in order to provide a complete geophysical imaging system it is neces-
sary to process several thousands of shots in parallel. This includes interfacing from
developer-built models and data formats to simplified data which is read and written by
the kernels, checking the correctness of the input data and kernels’ results or reacting to
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hardware problems and data corruption (e.g. wrong headers, presence of NaNs3, etc.).
The large amount of data to be processed, typically in the order of Terabytes (TB), and
the computational cost of processing which might take weeks to months in several HPC
computing nodes, result in a high probability of facing some hardware or software failure
that compromises the whole processing.

The Environment for Assessing Confidence (EAC) framework provides the means to
solve the problem of managing the processing of thousand of parallel jobs of a critical
system, while providing with effective resiliency capabilities.

Figure 5: EAC architecture

The EAC framework, shown in Figure 5, is a master-worker environment composed
of three main modules devoted to different tasks and responsibilities: work distribution,
support API4 and status control.

The Work Distribution is responsible for providing a master/worker environment that
distributes the workload among the workers. The workers will have assigned roles which
define the set of serial tasks that they are able to tackle, while the master keeps a queue
of tasks for each role.

In order to process a geophysical imaging task, some utilities may be useful: read-
ing traces, interpolating velocity fields, filtering sources, etc. For this reason the EAC
provides with a Support API, which is a library with a set of functions extended to sup-
port geophysical imaging needs for both, seismic and electromagnetic data, in the most

3stands for not a number
4Application Program Interface
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common formats available.
Finally, the Status Control module provides an interactive control over the processing

being run. When a user (client) needs to change or retrieve some parameter of the running
process, he can use this module to connect to the status control (server) in the master
and perform an update or retrieve some status information.

In the following subsections we will depict each module and other characteristics of
EAC framework in depth.

5.1 Work Distribution and Results Gathering

Figure 5 shows the master-worker architecture provided by the EAC framework, that
provides the means for processing thousands of shots in parallel.

To understand how a whole processing system may be built using the EAC framework,
lets assume that we want to build a modeling system. Notice, that the same philosophy
could be used to implement migrations, inversions or other type of systems that require
of a distributed system for an embarrassingly parallel processing of jobs.

On one hand, the Master of the system manages all the communications between
itself and the worker nodes. However, there are some issues that must be defined by the
developer through a set of functions, such as: preprocess, process and postprocess.

The Preprocess function is composed of the set of tasks that must be done only once
before any further processing may proceed. In our modeling example we may need to
interpolate the input model, create some directories for output results, or create a database
with the modeling survey. Notice that all of these tasks may be carried out using functions
provided by the support API module.

Furthermore, every time the master needs to provide a worker with a new job, it needs
the means to do it. As this depends on the problem being solved, the developer must
provide a function that tackles the issue. Such functions are defined as ProcessFunc and
PostprocessFunc in Figure 5 and are responsible for creating the parameters needed for
the task to be executed by the worker.

The Worker, on the other hand is a program running in a node that process (i.e.
executes) the job given by the master, and ask for more work whenever its running
job finishes. Notice, that the same worker may execute different programs, which the
framework understands as roles, along the total system execution. In particular the
supported roles are: processing, postprocessing and checkpointing. For example, while a
worker is doing the modeling of one shot, the Process role in Figure 5, another may be
merging of a set of previously generated traces to an internal output file (the Postprocess
role in Figure 5).

The Processing will be responsible for preparing the data needed by the kernel, launch
it and control the output for the processing a single shot. It should be noticed, that as the
kernel is based on the EAP framework it is capable of using many computational nodes
for the processing of a shot. Hence, the worker may have more than one computational
assigned to do its task. In our modeling example, the kernel would be responsible for doing
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the propagation of the wave, including absorbing boundary conditions, source insertion,
seismogram creation, etc. The modeling processing should prepare the data for the kernel
by cropping a submodel from the original model, retrieving the current shot information
from the modeling survey database, calculating kernel input/output and computational
parameters, etc. The processing of each task produces some partial output which must
be integrated in the final output results. This is the aim of a worker running a task with
the role of Postprocessing. In the modeling example a postprocessing task/worker will be
responsible for merging the seismogram and/or illumination for a given shot into a global
result. It is important to remark that, in order to avoid overloading the global file system,
the postprocessing worker merges the partial results in a local copy of the final results.
A Checkpointing task will be carried out periodically by the same postprocessing worker
for merging the local postprocessing results to the final results. In the modeling case, the
checkpointing may merge the traces of a postprocessing worker into the final results. All
the information already checkpointed, should not be reprocessed in case of whole system
failure.

Notice, that if there is no postprocessing task available when a postprocessing worker
ask for more work, then the master will assign it a processing task in order to avoid worker
idleness.

5.2 Interactive Control of the Processing

As already stated, seismic processing needs a huge amount of computational resources
and time. Thus launching a process that is likely to run for weeks or even months without
the possibility of interacting with it may cause some serious problems regarding resources
usage or efficiency. This, however, could be solved by using the interactive control module
provided by the EAC framework. Figure 6 shows how the master node includes a server to
which a user can connect in order to modify or monitor some parameters of the processing.
Also, the master node keeps a status trace through a set of extra modules that allows the
user checking what exactly is happening at processing time.

Figure 6: EAC module for interaction and control
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Notice that the client module of the framework exposed an API for the developer,
who may build wherever interface to interact with the system. Either for parameters
monitoring, update or both.

Another feature provided by the status control module of the EAC framework is mal-
leability. This is the capability of changing the amount of resources being allocated during
the processing without affecting the results. As the processing may run for a long time,
it is possible that some computational nodes may be needed for other, more prioritary,
jobs; or that some extra resources may be available due to job completion. In any case,
removing or adding resources (i.e. workers) to the processing while running is possible
through the API exposed by the client module (Status Control Client in Figure 6).

5.3 System Resiliency

Months of processing on large clusters are the normal case for real data, and even for
some complex synthetics ([9]). One main drawback of using a large number of compu-
tational nodes for processing, is that the probability of failure grows with the number of
nodes. Traditional parallelism systems, such as MPI [12], do not manage well (or at all)
the failure of a task in the process. Our proposed framework, has been designed to deal
with several types of failure, supporting both: detection and recovery, whenever possible.
In the following we describe the type of failures that can be managed.

The first kind of failure to be tackled is the job processing and/or postprocessing failure.
During the processing/postprocessing of a task, it is possible that some kind of problem
prevents the process from continuing (e.g. a given source may fall outside the model or a
kernel failure arises). For detecting such failure the developer must relay on error codes
returned from the support API and its own controls to finish the processing with a proper
error code. The EAC framework will receive the error from the worker and re-enter the
task in a queue of pending tasks, in case of a temporary failure (e.g. I/O congestion).
This process, known as retry, will be done for the same task a limited number of times.
Whenever the retry limit is reached for a job, it will be marked as failed in an output
report from the framework. It is important to remark, that for postprocessing job failures
it is possible that not only the failed job must be enqueued. If some postprocessing tasks
since the last checkpoint in the current worker were affected, they will be re-enqueued.

During a checkpointing task, the final results are modified for integrating some post-
processing tasks results into it. In order to avoid corruption of the final results, locks
and backup copies are created by the checkpoint task. If an error occurs while doing a
checkpoint task, the system will restore backup copies.

Notice, that for a processing, postprocessing or checkpointing task, the system has a
user-provided estimation of the maximum duration of that task (i.e. timeout). If that
timeout expires for a given task/worker, the system will realize that there has been an
error and recover depending on the failed task as explained above.

In addition, while processing any of the previous tasks, it is possible that the computa-
tional node fails. In such cases the framework will notice and solve the situation without
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user or developer intervention. To that goal, the workers send a report periodically to
the master indicating their state. If some report is not received on time, the framework
assumes that the node has suffered a failure. At this point, the worker is removed form
the list of valid workers, and the task being processed by the worker goes back to the
proper task-queue (either processing, postprocessing or checkpointing).

Finally, if the whole system goes down, the system can still be (manually) re-launched
and the processing will resume from the last successful checkpoint by inserting the re-
maining tasks in the proper queues.

6 Conclusions

We have presented a set of frameworks that enable the developer tackling at once the
efficiency and reliability problems that may arise when developing HPC software for large-
scale applications. In our case we apply the frameworks to the geophysical imaging field for
building the BSIT system. This system provides different types of geophysical applications
- including modeling, migration and inversion -, different wave physics,different numerical
methods and different HPC hardware architectures.

The first proposed framework, called EAP, provides the means to develop a solution to
a tightly coupled problem such as the wave propagation needed for a geophysical imaging
tool. The framework let the developer focus on the proper problem being implemented and
its computational efficiency. The issues related with asynchronous domain decomposition
and disk I/O are already provided by the framework.

The second framework, called EAC, provides the developer with a master-worker envi-
ronment for processing several embarrassingly parallel tasks in a distributed environment.
Moreover, the framework provides the system user (i.e. BSIT user) with the capability
of interacting with the running application and even changing the allocated resources
without needing to restart the whole application. Finally, the environment provides with
a high level of resiliency to software and hardware failure. In our case this is useful for
creating geophysical imaging systems that are able to process surveys of several thousands
of shots, which may take weeks or months to complete.
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